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Introduction
Intel® Cluster Toolkit 3.0 is the latest version of Intel‘s world-leading Cluster 
application development tools. It enables the creation of high-performance MPI 
applications, provides detailed analysis of their performance and correctness, and 
offers a wide variety of highly tuned parallel mathematical routines.

EM Software & Solutions GmbH, a leading independent software vendor for 
electromagnetic simulation, has used IntelÈ Cluster Tools to signiþcantly increase 
performance and usability of their parallel application FEKO*.

Cluster Systems
Parallel systems are becoming available for more 

and more users, application domains, and ap-

plications. This trend is driven by cluster systems 

built out of standard components (see Figure 1). 

These systems feature multiple levels of parallel-

ism: due to the release of new Pentium®, Xeon®, 

and Itanium® 2 dual- and multi-core processors 

we þnd parallelism already in the socket.

Several sockets are combined with memory, 

chipset, and I/O-components into a single 

system board called a node. The size of a cluster 

system can range from a few nodes (i.e. four or 

eight) up to thousands of nodes typically con-

nected by Ethernet and a separate high speed 

network (like Inþniband*, Myrinet*, QsNet* or 

similar) that delivers higher throughput and 

lower latency.

When several clusters (possibly in different 

locations) are combined we reach the next level 

of parallelism called the Grid (see Figure 1). Each 

level of parallelism requires a speciþc program-

ming approach. On the node level thread level 

parallelism is commonly used, and support for 

this model is available from compilers (OpenMP*), 

tools (Intel® Threading Tools) and hardware 

(hyper-threading). For cluster applications a 

different parallel paradigm is needed: since the 

memory of a cluster is distributed across the 

nodes, a speciþc node can typically just access 

its locally installed memory.

Technical applications on cluster systems com-

monly use the Message-Passing-Interface (MPI) 

as their parallel programming model. The MPI 

standard describes the programming interface to 

a communication library which provides explicit 

communication and synchronization functions 

between parallel processes. A MPI application is 

a collection of processes that call MPI routines 

to distribute and exchange data, coordinate 

their computation and collect results. This is 

the main difference to the OpenMP* threading 

model which relies on transparent programming 

language extensions (pragmas).

The developer of a MPI cluster application has 

to code and maintain the communication and 

synchronization patterns expressed by calls to 

the MPI routines. Thus, parallelizing a sequential 

application with MPI requires signiþcant restruc-

turing (to accommodate the use of distributed 

data) and signiþcant extensions of the existing 

source code. Typically this will require more 

effort than a parallelization with the OpenMP* 

threading model. But the additional effort will 

lead to a portable, parallel application since 

MPI is a widely accepted standard supported 

on nearly every parallel platform. MPI Cluster 

applications usually exhibit high scalability – add-

ing new processors (and processes) will speed 

up the application accordingly. That’s why MPI 

is very often used for parallel applications on 

cluster systems.
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Many of the leading technical applications rely on MPI 

for portability and performance, among them Fluent*, 

Star-CD*, Pam-Crash*, LS-Dyna*, Eclipse*, MSC.Marc*. 

Use of clusters in technical computing is growing with 

double digit percentage þ gures, and the number of 

cores per cluster is increasing due to multi core CPUs. 

This drives the demand for efþ cient and scalable 

cluster applications, and poses big challenges for the 

developers. They need highly efþ cient tools like those 

offered by the Intel® Cluster Toolkit 3.0 for building, 

optimizing, and maintaining cluster applications.

Intel® Cluster Toolkit 3.0
With the Cluster Toolkit Intel is offering an integrated 

collection of development tools that covers the whole 

spectrum of application coding, analysis, optimiza-

tion and maintenance. The toolkit components are 

discussed in more detail in the following sections.

Intel® MPI Library 3.0

The Intel® MPI Library 3.0 implements the full MPI-1.2 

standard plus the most important parts of MPI-2.0 

such as parallel I/O and one-sided communication. It 

supports all the common high speed networks and 

enables applications to be run unchanged across 

clusters based on Intel architecture CPUs and all sup-

ported high speed networks (see Figure 2). The user 

of a cluster application decides which network should 

be used by specifying a parameter with the applica-

tion launch command. The exact same executable is 

used in all cases.

For the vendors of cluster applications this concept 

offers signiþ cant beneþ ts: a cluster application based 

on Intel® MPI Library does not have to be validated 

and released for each high speed network separately: 

to support Inþ niband*, Myrinet*, Gigabit Ethernet and 

others the ISV just has to validate on one of these 

and release a single application binary. The network 

is no longer a differentiating factor for the release, 

substantially reducing time to market and increasing 

the set of supported cluster variants.

Conversely, the user/owner of a cluster system 

proþ ts from having a wide application portfolio 

available for his/her system and being able to use all 

these applications unchanged on a different cluster 

 Figure 1. Parallelism is present on various levels. With Pentium®, Xeon®, 
and Itanium® 2 dual- and multi-core processors available we have 
parallelism even inside the socket. Combining sockets to nodes and nodes 
to clusters very powerful parallel systems can be easily created. The next 
level is reached with the grid connecting several clusters or systems. Each 
level requires a special parallel programming paradigm to enable efþ cient 
usage of the available resources.

Intel® MPI Provides Application Portability

Parallelism at the Node, Cluster and Grid Level

 Figure 2. The IntelÈ MPI Library 3.0 enables access of all major high speed 
networks for parallel application by use of just one library and ensures 
highest ÿ exibility for the user and highest productivity for the software 
vendor. Intel® MPI Library automatically chose the best communication 
method on the different parallel levels of a cluster.
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system that is supported by Intel® MPI. Migration 

to new generations of clusters has never been 

easier, and taking advantage of new high speed 

networks does not require new software.

The Intel® MPI Library uses different devices 

to support different networks. All devices are 

integrated into one intelligent device that 

includes support for TCP/IP, shared memory 

communication and high speed networks via 

a standard multi-fabric interface (DAPL). This 

interface decouples the Intel® MPI Library from 

the software stack used by a particular high 

speed network. Updates of network drivers and 

software can be performed independently from 

the Intel® MPI Library. Most importantly, new 

networks can be introduced without changing 

the application or the Intel® MPI Library. Since 

DAPL is a stable, commonly accepted standard, 

network vendors are highly motivated to provide 

robust and performant support for it.

The Intel® MPI Library also supports a hybrid 

approach for the communication. An application 

can leverage the shared memory communica-

tion on the node level and a high speed network 

between the nodes to get the best of both 

models. This becomes more important as the 

number of cores per node continues to increase 

(leading to more “fat” nodes with many cores). 

With Intel® MPI Library the user does not need to 

rebuild the application or get a new version from 

the ISV since Intel® MPI Library supports this 

hybrid mode inside the intelligent device totally 

transparent to the application.

Intel® Math Kernel Library Cluster Edition 

9.0

Another building block for generating high 

performance applications is the cluster edition 

of the Intel® Math Kernel Library (MKL). This 

cluster edition includes all functionality of the 

sequential MKL Library like BLAS*, LAPACK*, 

sparse matrix solvers and FFTs. Additionally the 

cluster edition provides an implementation of 

SCALAPACK* functions for distributed, parallel 

applications. Thereby the well-known superior 

performance of MKL is also available for cluster 

systems and applications.

Intel® Trace Analyzer and Collector 7.0

While the MKL cluster edition is already opti-

mized for the cluster systems this is not true 

for MPI applications per se. Without the right 

tools, analyzing and optimizing the performance 

of a MPI applications can be a time consuming 

and difþcult task. At the same time MPI offers 

big potential for performance optimization of 

parallel applications because it is a powerful but 

complex parallel programming paradigm.

In the initial phase of the development process 

debuggers like Totalview*, DDT*, or IDB with 

special support for parallel applications will be 

used. These tools offer great help during the 

analysis of incorrect code. But once the applica-

tion is running without errors that doesn’t mean 

the application scales well or is well optimized 

performance wise.

Here the Intel® Trace Analyzer and Collector 7.0 

comes in and enables a fundamental analysis of 

the parallel application and its communication 

structure. Like the name is indicating the Intel® 

Trace Analyzer and Collector consists of two 

separate components. The Intel® Trace Collector 

is a library that has to be linked with the parallel 

application. If the linked application is executed 

Intel® Trace Collector records all MPI events like 

MPI function calls and logs them together with 

a time stamp in the trace þle. In a second step 

ð the post-mortem analysis ð this þle is read by 

the Intel® Trace Analyzer and can now graphi-

cally and numerically analyzed by the developer.

Like all other tools in the Intel® Cluster Toolkit 

the Intel® Trace Analyzer and Collector is avail-

able for Linux* systems while the Intel® Trace 

Analyzer can also be executed on a Microsoft 

Windows* system. Thus, the performance analy-

sis can even happen on a Windows* laptop.

Intel® Trace Analyzer offers a wealth of different 

methods to graphically analyze the collected 

data. The main instrument is the Event Timeline: 
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